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Abstract

Do equity markets in the world’s most heat-exposed large economy price physical climate risk? We
provide the first plant-location-matched estimate for Indian listed manufacturing, regressing daily
stock returns of 453 firms against district daily mean temperature over 2015-2019. A one-degree
Celsius rise in daily mean district temperature reduces daily returns by 0.83 basis points, implying an
annualised return drag of roughly 2.1 percentage points per degree of warming. The effect is sharply
concentrated in the pre-monsoon hot season: the coefficient rises to —2.28 basis points per degree
Celsius in March—June, compared with —0.39 basis points in the remaining months, which is
statistically indistinguishable from zero. This seasonal asymmetry rules out investor sentiment and
points to a real activity channel operating through labour productivity and production disruption.
Industry heterogeneity corroborates the mechanism: Electronics and Plastic Packaging show the
largest negative responses, while Textiles show a positive coefficient consistent with cotton supply
effects. Our estimates identify the value-normalised damage function g(Z)/V, the key structural input

required to test whether Indian equity markets compensate investors for bearing physical climate risk.
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1. Introduction

Climate change poses measurable and growing risks to corporate cash flows. The International Labour
Organization estimates that India loses 4.3 percent of total working hours to heat stress annually, the
largest absolute burden of any country, with manufacturing workers among the most exposed (ILO,
2019). By 2030, that share is projected to rise to 5.8 percent, equivalent to 34 million jobs lost to heat.
As physical climate shocks intensify under projected warming trajectories, a central question for
financial economics is whether equity markets price these risks contemporaneously, or whether
investors systematically underreact to temperature-driven cash-flow damage. Answering this question
requires a credible estimate of the physical damage function, defined as the sensitivity of firm cash
flows to temperature realisations, and a setting in which identification is clean. We provide the first
such estimate for Indian listed manufacturing firms using daily stock returns matched to plant-level

temperature exposure.

We assemble a daily panel of 671 publicly listed firms observed from January 2015 to December 2019.
The key identification innovation is matching each firm to the temperature recorded at its registered
plant district rather than at the stock exchange city. Firms listed on Mumbai-based exchanges but with
plants in Gujarat, Rajasthan, or Tamil Nadu face different physical climate conditions than a weather-
based study using exchange-city temperature would capture. This plant-level matching follows
Addoum et al. (2020) for the United States and Pankratz et al. (2023) in a global setting, but constitutes
the first application of this design in India, the world’s most heat-exposed large economy (ILO, 2019;
WHO, 2024; Yin et al., 2022).

Our main specification regresses daily log stock returns on daily district mean temperature, controlling
for firm fixed effects, month-year fixed effects, daily rainfall, and the NIFTY 100 market return.
Conditional on this set of controls, residual temperature variation is the year-to-year deviation from
each district’s historical seasonal pattern, a source of variation orthogonal to firms’ location choices

and long-run adaptation decisions, following the identification strategy of Dell et al. (2012, 2014).

A one-degree Celsius rise in daily mean district temperature reduces daily stock returns by 0.83 basis
points. This coefficient is stable across three nested samples: districts with more than five, more than
two, and more than zero listed firms, ruling out district-selection bias. Annualised at 250 trading days,

the estimate implies a 207-basis-point reduction in annual returns per degree Celsius of permanent

2



warming. The standardised effect is comparable in magnitude to temperature effects documented by
Balvers et al. (2017) for equity capital costs and by Pankratz et al. (2023) for firm revenues and

operating income across 93 countries.

The most informative result for channel identification comes from the seasonal decomposition. We
split the sample into the pre-monsoon hot season (March—June) and the non-hot season (July-
February), following the IMD climatological definition of India’s heatwave season (IMD, 2023;
Srivastava et al., 2009). During the hot season, the temperature coefficient reaches —2.28 basis points
per degree Celsius, nearly three times the full-year estimate of -0.83 basis points. During the non-hot
season, the coefficient is 0.39 basis points and statistically indistinguishable from zero. This sharp
seasonal asymmetry directly tests the two competing explanations for a temperature-return correlation.
Under the investor-sentiment channel, weather-induced mood changes among traders would affect
returns uniformly throughout the year (Hirshleifer and Shumway, 2003; Goetzmann et al., 2015). The
seasonal pattern rules this out. Under the real activity channel, heat reduces labour productivity and
disrupts production primarily during months when temperatures are already climatologically extreme
(Somanathan et al., 2021; Graff Zivin and Neidell, 2014), precisely the March-to-June period that our

design isolates.

We embed these results within the structural asset-pricing framework of Giglio et al. (2021) and

Balvers et al. (2017). That framework characterises equilibrium expected excess returns as:
E[Ri—Ri =21-2(Z)/Vi

where g(Z;) is the nominal impact of physical climate shocks on firm i’s cash flows, V; is firm value,
and A is the equilibrium price of physical climate risk. Here Zi denotes the physical climate shock
realised at firm i's plant location, specifically the temperature deviation at the firm's registered district
from its historical seasonal baseline. The object g(Z)/V is the priced exposure characteristic, defined
as the value-normalised damage function determined entirely by the mechanism through which
temperature enters cash flows, independently of market structure (Giglio et al., 2021; Balvers et al.,
2017). We estimate g(Z) for Indian manufacturing, as formalised in the theoretical framework in

Section 3: our panel regression coefficient § provides a consistent proxy for g(Z)/V.



Our paper makes the following contributions. First, it provides the first plant-location-matched daily
return estimate of temperature sensitivity for Indian listed firms, filling a gap in both the Indian finance
literature and the global climate-finance literature. Second, it provides direct channel evidence through
seasonal decomposition: the concentration of the effect in the pre-monsoon hot season rules out
investor-sentiment as the primary driver. Third, it connects the temperature-return relationship to the
structural asset-pricing framework of Giglio et al. (2021) and Balvers et al. (2017), clarifying what
reduced-form estimates identify and what additional work is needed to test physical risk pricing.
Fourth, it documents heterogeneity across sectors and geographic regions that is consistent with the

industrial geography of heat exposure in India.

The findings carry direct implications for investors, policymakers, and climate finance researchers.
For investors and portfolio managers, firms with plants in heat-exposed Indian districts carry physical
climate risk that manifests in daily return volatility during the pre-monsoon season. Under IPCC
projections of approximately 1.5°C warming above the 1995 to 2014 baseline by mid-century, our
estimate implies an annual return drag of roughly 3 percentage points, material against a historical
NIFTY annual return of 12 to 14 percent. Climate stress-tests for Indian equity portfolios should
incorporate plant-location temperature exposure rather than aggregate country-level climate indices.
For policymakers, the result shows that the economic cost of heat stress in Indian manufacturing is
already visible in equity market data at daily frequency, consistent with the ILO (2019) estimate of
4.3 percent working-hour losses in heat-exposed economies. Policies reducing occupational heat
exposure, including workplace cooling subsidies, heat action plans, and updated building codes for
industrial facilities, would reduce g(Z) and narrow the physical risk premium that equity markets
implicitly assign to heat-exposed firms. For climate finance researchers, plant-location matching
provides a design template that cleanly separates the real activity channel from the sentiment channel,
and future applications to other heat-exposed emerging markets with large manufacturing sectors and

thin climate adaptation infrastructure would establish whether Indian results generalise.

The remainder of the paper is structured as follows. Section 2 reviews the related literature. Section 3
presents the theoretical framework. Section 4 describes the data. Section 5 lays out the empirical

strategy. Section 6 presents results. Section 7 concludes.



2. Literature Review

2.1 Temperature, Productivity, and Firm Cash Flows

A large literature establishes that higher temperatures reduce economic output, particularly in
developing countries. Dell et al. (2012) use annual within-country temperature variation across a 50-
year panel to show that a one-degree Celsius rise reduces per capita income growth by approximately
1.4 percentage points in poor countries. Dell et al. (2014) survey this climate-economy literature and
call for research identifying the microeconomic mechanisms. Burke et al. (2015) estimate a global
non-linear damage function, finding marginal damages largest above 25°C. Colacito et al. (2019)
document seasonal temperature effects on U.S. state output growth, with summer temperatures driving
the most significant reductions. Deryugina and Hsiang (2014) show that the damage function for
temperature is non-linear and county-specific, providing the methodological template for district-level

threshold construction that we follow.

Labour productivity is the primary micro-economic mechanism driving our setting. Graff Zivin and
Neidell (2014) demonstrate that extreme temperatures reduce hours worked in heat-sensitive industries
but not in climate-controlled sectors. Somanathan et al. (2021) provide the most direct Indian
evidence: using microdata from cloth-weaving, garment-sewing, and steel-manufacturing plants
together with a 15-year panel of Indian factories, they estimate that annual plant output falls by
approximately 2.1 percent per degree Celsius. Climate control significantly mitigates productivity
losses, but industrial air-conditioning was rare in India even in 2012. Venugopal et al. (2025) document
that in South Indian informal sectors, occupational heat strain significantly reduces worker
productivity, with effects that are particularly severe for women, whose physiological heat-dissipation
capacity is lower, and for informal sector workers, who lack the protective infrastructure available to
formal employees. These findings reinforce the labour productivity channel we identify through equity

markets.

This study is closely related to the following papers. For listed firms in the United States, Addoum et
al. (2020) find negligible effects of temperature shocks on establishment-level sales and productivity,
attributing this to the greater adaptive capacity of large, publicly listed American companies; our
setting in India, where adaptive capacity is substantially lower, provides a direct contrast. Addoum et
al. (2023) document significant heterogeneity in industry earnings responses, with bidirectional effects

concentrated in specific sectors and seasons; we complement this by linking such effects to equity
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returns rather than earnings. Pankratz et al. (2023) study a global panel of approximately 17,000 firms
across 93 countries using temperature matched to firm headquarters and find that high temperatures
reduce revenue and operating income, with stronger effects outside the United States; our contribution
is to focus on a single emerging economy with granular district-level temperature matched to plant
locations. Liu and Luo (2025) document negative effects of temperature anomalies on corporate
investment in China; we focus on equity returns and the asset-pricing implications rather than real
investment decisions. Schlenker and Roberts (2009) establish non-linear agricultural damage

functions with kink points around 29°C that motivate our threshold specification design.

2.2 Weather, Mood, and Investor Sentiment

A parallel literature links weather conditions at financial centres to stock returns through investor
mood. Hirshleifer and Shumway (2003) examine morning sunshine at 26 countries’ leading stock
exchanges and find that sunshine is strongly positively correlated with daily market index returns,
interpreting this as mood-induced optimism biasing investor evaluations. Goetzmann et al. (2015)
extend this to institutional investors, showing that cloudier days increase perceived overpricing and
selling propensity. Cao and Wei (2005) document a negative relationship between temperature at the
exchange location and stock returns across eight markets, attributing the effect to aggression-inducing
heat. Saunders (1993) establishes that cloud cover over New York City negatively affects NYSE

returns. Kamstra et al. (2003) document seasonal affective disorder effects on stock returns.

Our design separates the real activity and sentiment channels by matching firms to their plant district
location rather than the exchange city. The seasonal concentration of our estimates in the pre-monsoon
hot season is inconsistent with a pure sentiment explanation and consistent with the real activity
distinction drawn by Addoum et al. (2023). Akshaya and Gopalakrishna (2025) conduct a systematic
review of climate change and stock market research and confirm that weather effects on Indian returns

are geographically concentrated rather than uniform.

2.3 Climate Risk in Asset Pricing

A third strand asks whether climate risks are priced in equilibrium. Faccini et al. (2023) construct
textual climate-risk factors from news media and find that climate news risk carries a significant
negative premium in U.S. equity returns, distinct from the mood channel. Balvers et al. (2017)

construct a temperature-shock factor from annual country-level data and find a significant negative



premium in equity returns across 46 countries, interpreting this as evidence of both cash-flow and
discount-rate effects. Bansal et al. (2016) embed temperature dynamics in a long-run risks model and
show that temperature-induced disaster risk is priced in U.S. equity portfolios under Epstein-Zin
preferences. In contrast, Hong et al. (2019) show that rising drought risk is not efficiently discounted

by food industry stock prices, providing early evidence of physical risk mispricing.

Giglio etal. (2021) provide a general equilibrium asset-pricing model in which physical climate shocks
damage asset cash flows through an exposure-weighted damage process. They show that assets with
greater climate exposure face lower prices and higher required returns, and demonstrate empirically
that real estate prices in flood-exposed areas directly reflect this risk: validating the approach of
reading the damage function from asset prices. Section 3 formalises the link between this damage
function and equilibrium expected equity returns. Acharya et al. (2024) apply the framework to U.S.
municipal bonds and confirm that counties with greater heat exposure face higher bond yields,

consistent with a positive price of physical climate risk in that setting.

This paper contributes to this strand by estimating g(Z) for Indian manufacturing. Establishing a non-
zero g(Z) is the necessary precondition for any pricing test: if temperature shocks cause no cash-flow
damage, the exposure characteristic g(Z)/V is zero regardless of A, and no expected return

compensation for physical climate risk can exist.

2.4 The Indian Context

Despite India's exceptional vulnerability to heat, evidence on temperature-return linkages for Indian
firms is sparse. Dhara et al. (2025) document that Indian average temperatures have risen by 0.89°C
over the past decade, with models projecting an additional 1.2—-1.3°C by mid-century. Prior research
focuses on aggregate output (Somanathan et al., 2021), agricultural yields (Gupta et al., 2017), and
mortality (Burgess et al., 2017). On the finance side, Cao and Wei (2005) include India in their
international sample, and Srivastav and Kannadhasan (2026) document a positive association between
a national temperature anomaly and Indian stock returns, but their temperature variable is constant
across all firms in a given year, precluding firm-level identification and channel analysis. No study
has implemented plant-location matched district-level temperature for Indian firm-level daily returns.
The Indian setting is attractive: temperature variance is large, industrial air-conditioning was rare in

our sample period, and manufacturing is geographically concentrated in heat-exposed districts.



3. Theoretical Framework

3.1 A Structural Asset-Pricing Framework for Physical Climate Risk

We situate our empirical analysis within an asset-pricing framework that connects physical climate
shocks to expected equity returns through a value-normalised damage function. The theoretical
foundation is the Arbitrage Pricing Theory (APT) of Ross (1976): when a systematic factor affects
cash flows across firms, risk-averse investors require compensation, and equilibrium expected excess

returns load linearly on firms' factor exposures relative to their value.

For physical climate risk, the relevant systematic factor is the realisation of temperature shocks.
Balvers et al. (2017) demonstrate empirically that temperature shocks constitute a priced APT factor
in equity markets. In an APT model estimated across 46 countries, they find that the risk premium on
the temperature shock factor is significantly negative, that asset loadings are negative for most firms,
and that industry portfolios with greater physical climate exposure, including manufacturing,
construction, and mining, carry larger negative loadings. Their framework establishes that equilibrium

expected excess returns satisfy:

E[Ri— R =4 pi (1)

where f; is firm i’s loading on the temperature-shock factor and A <0 is the market price of temperature
risk. Because higher temperatures reduce cash flows through labour productivity loss, capital damage,
and disrupted logistics, firms with greater exposure face higher costs of equity capital as compensation

for bearing the risk.

The critical question for our purposes is what determines f3;, that is, what economic mechanism maps
physical climate conditions into firm-level cash-flow changes. Giglio et al. (2021) formalise this in a
general equilibrium asset-pricing model. In their framework, physical climate damages to asset cash

flows follow the damage process:

Aqiv1 = g — ye + nJiva (2)

where Ju 1s the physical climate shock, | measures the asset’s structural exposure to that shock, and
yi captures mean reversion through adaptation. Giglio et al. (2021) show that assets with higher 1 face
lower prices and higher required returns, and they demonstrate empirically that house prices in coastal

flood zones directly reflect this exposure, validating the approach of reading the damage function from



asset-price data. The term nJi+1 is the damage to cash flows from a physical climate shock of magnitude

Jir1, which is precisely the object we denote g(Z): the cash-flow damage function.

Combining the APT structure of Balvers et al. (2017) with the damage function formalisation of Giglio

et al. (2021), equilibrium expected excess returns for firm i satisfy:

E[Ri—Ri =14-g(Z)/ Vi 3)

where g(Z;) is the dollar impact of physical climate shocks on firm i’s cash flows, Vi is firm value, and
A s the equilibrium price of physical climate risk. The object g(Z)/V is the value-normalised damage
characteristic. It is determined entirely by the real mechanism through which temperature shocks enter
firm cash flows (through labour productivity, capital damage, or supply chain disruption) and is
independent of market structure, investor composition, or risk aversion. These latter features determine
L. This separation, explicit in both Giglio et al. (2021) and Balvers et al. (2017), implies that market

conditions affect whether the exposure is compensated in equilibrium, but not what the exposure is.>

Two features of this framework are critical for our empirical design. First, g(Z) and A are conceptually
separately objects. Estimating g(Z), the physical damage function, is the necessary precondition for
any test of whether physical risk is priced: without a non-zero g(Z), no price of risk A would generate
compensation in expected returns (Giglio et al., 2021). We estimate g(Z) for Indian manufacturing.
We do not estimate A because doing so is a downstream task that takes g(Z) as a given input. Estimating
A requires a cross-sectional asset-pricing test, either a Fama-MacBeth two-pass regression or a
portfolio-sort approach, in which firms sorted by their estimated g(Z)/V values are shown to earn
systematically different expected returns. That test presupposes a credible estimate of g(Z), which this
paper provides. Estimating A for Indian manufacturing is a natural extension and is left for future work.
Second, under the proportionality assumption, the panel regression coefficient  is a consistent proxy
for g(Z)/V. Firm fixed effects absorb all time-invariant characteristics, including firms' long-run
exposure to local climate; month-year fixed effects absorb aggregate shocks common to all firms. The
identifying variation is therefore within-firm, within-month temperature deviation, the weather shock

that drives real production conditions and enters the damage function g(Z) directly.

2 This separation between the damage function g(Z)/V and the price of risk A is also formalised in a more general multi-
factor APT treatment in Kacperczyk (2026, lecture notes), which extends the framework to encompass both physical and
transition climate risks simultaneously.



3.2 Empirical Strategy for Estimating g(Z)
The panel regression coefficient B is our empirical proxy for g(Z)/V, identified by within-firm
deviations of district temperature from its historical seasonal baseline after absorbing firm and month-

year fixed effects. Section 5 develops the full specification.

3.3 Two Channels and Their Testable Implications

Two mechanisms can generate a non-zero g(Z). The real activity channel operates through labour
productivity and production disruption. High temperatures reduce worker output (Graff Zivin and
Neidell, 2014), increase absenteeism (Somanathan et al., 2021), impair logistics, and raise energy costs
for cooling intensive processes. Three testable predictions follow: the coefficient should be larger
during seasons when temperatures are already climatologically extreme; larger for physically intensive
manufacturing sectors than for firms operating in climate controlled or indoor environment; and larger

in geographic regions with denser heat exposed manufacturing activity.

A second mechanism within the real activity channel is load-shedding. In India during 2015-2019,
peak electricity demand in summer months regularly exceeded grid supply capacity (CEA, 2019),
triggering unscheduled power cuts of two to eight hours in industrial districts. High temperatures raise
residential and commercial cooling demand, overloading the grid and forcing industrial production
stoppages that compound the direct labour productivity loss. This channel is documented in
Somanathan et al. (2021) and cannot be separately identified from the direct productivity channel with
the daily return data used here; isolating the two would require district-level power outage records

matched to the firm panel.

The sentiment channel predicts no seasonal asymmetry: the mood effect of a 30°C day in October
should be similar to a 30°C day in April (Hirshleifer and Shumway, 2003; Goetzmann et al., 2015).
Under this channel there would be no industry heterogeneity correlated with physical production
intensity. The seasonal decomposition in Section 6.3 is our primary channel test. The concentration of
the manufacturing return impact in the four pre-monsoon hot season months, and its near-zero
magnitude outside those months, is consistent with the real activity mechanism and inconsistent with

a pure sentiment explanation.
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4. Data

4.1 Climate Data

4.1.1 Source

Daily temperature and precipitation data are sourced from the ERAS reanalysis product produced by
the European Centre for Medium-Range Weather Forecasts (ECMWF) and distributed through the
Copernicus Climate Change Service (Hersbach et al., 2020). ERAS provides a globally complete,
continuous reconstruction of atmospheric conditions at an approximate spatial resolution of 0.25° x
0.25° (roughly 28 km at the equator). ERAS has been used as the primary climate data source in studies
of temperature effects on firm performance (Pankratz et al., 2023) and aggregate output (Dell et al.,
2012). Two variables are used: daily mean 2-metre temperature, obtained from raw hourly
observations and converted to Indian Standard Time (IST, UTC+05:30) before daily aggregation; and
total daily precipitation from the Copernicus Climate Data Store (Hersbach et al., 2023). Raw NetCDF
files cover 1991-2019°.

4.1.2 Spatial Aggregation to Districts

ERAS5 grid cells are intersected with district boundary shapefiles from the Socioeconomic High-
resolution Rural-Urban Geographic (SHRUG) dataset to produce area-weighted district-level daily
averages using the exactextractr package in R. The resulting panel covers 641 districts with daily

observations from 1 January 1991 through 31 December 2019.

4.1.3 Temperature Shock Construction

Temperature shocks are defined relative to a district-specific historical baseline computed over 1991—
2014, following Deryugina and Hsiang (2014) and Addoum et al. (2020). For each district and each
calendar month, we compute the 85th, 90th, and 95th percentiles of daily mean temperature from the
baseline distribution. A day in 2015-2019 is classified as a hot shock if its temperature exceeds the
corresponding percentile for that district-month cell. This produces three binary hot shock indicators:
hot 85 fixed, hot 90 fixed, and hot 95 fixed. The 90th percentile serves as the primary
specification. An additional heatwave indicator, heatwave 3d, equals one if a given day belongs to a

sequence of three or more consecutive days on which hot 90 fixed equals one within the same district,

3 These data were accessed from the Copernicus Climate Data Store. Generated using Copernicus Climate Change
Service information; neither the European Commission nor ECMWF is responsible for any use made of this information.

11



following the India Meteorological Department’s operational criterion (IMD, 2023). For the threshold
specification, we construct three mutually exclusive dummies: hot 85 90, hot 90 95, and
hot_above95, with days below the 85th percentile as the reference category. We also construct six
mutually exclusive absolute temperature bins following Addoum et al. (2020) and Liu and Luo (2025):
below 20°C, 20 to 25°C, 25 to 30°C, 30 to 35°C, and 35 to 38°C, with 25 to 30°C as the baseline
reference category. The above-38°C bin is excluded due to sparse coverage (approximately 160 firm-
day observations).The final temperature dataset contains 1,157,684 district-day observations across
641 districts; approximately 17.2 percent exceed the district-month 90th percentile threshold and are
classified as hot shock days. The annual distribution of hot shock days across the sample period is
shown in Figure A3 in Appendix A. Figure 1 maps the cross-district variation in mean temperature
and extreme-heat frequency that provides the identifying variation in the main regressions.

District-Level Temperature Exposure, 2015-2019

Panel A: Mean Daily Temperature Panel B: Frequency of Extreme Heat Days

Mean daily
temperature

16.4-24.7 degC|
24.7-25.8 degC

25.8-26.6 degC
26.6-27.3 degC
27.3-29.2 degC

Proportion
days >95th pcl‘

15.0%

10.0%

5.0%

b .

0.0% ,

Figure 1: District-Level Temperature Exposure, 2015-2019

Notes: Panel A shows mean daily temperature by district (quintile breaks, 16.4-29.2°C). Panel B shows the frequency of extreme heat
days above the district-specific 95th percentile of the 1991-2014 baseline; non-sample districts shown at 0% (lightest shade). The cross-
district variation in both mean temperature and extreme-heat frequency provides the identifying variation used in the main regressions.
South India, coastal Andhra Pradesh, and parts of Gujarat record the highest mean temperatures and the greatest frequency of extreme
heat days (Figure 2), consistent with the geographic heterogeneity results in Section 6.6.
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4.2 Firm-Level Data: CMIE Prowess

4.2.1 Sample Selection

Firm-level data are drawn from the Prowess database of the Centre for Monitoring Indian Economy
(CMIE), a comprehensive panel of financial performance for Indian listed and unlisted companies
compiled from audited annual reports and financial statements. Prowess covers manufacturing firms
accounting for approximately 60 to 70 percent of organized manufacturing activity in India (Goldar et
al., 2024). Critically for our design, it records the district location of each firm's registered plant,
enabling us to match firms to their production location rather than the exchange city. The database has
been widely used in studies of Indian manufacturing firm responses to physical climate shocks,
including Goldar et al. (2024) and Pelli et al. (2023). We restrict the sample to firms with a single,
identifiable plant or factory location, ensuring that the temperature variable cleanly captures the
climate conditions faced by the firm’s core productive operations, following the same approach taken
by Addoum et al. (2020) for U.S. establishments. After standardising district names to match SHRUG

nomenclature, this yields an initial universe of 1,029 firms.

4.2.2 Industry Classification

Each firm is classified using the National Industrial Classification (NIC) 2008 system, assigned by
Ministry of Statistics and Programme Implementation (MoSPI) and reported through Prowess. We use
the 2-digit NIC division to construct a binary indicator mfg_flag (one for goods-producing activities:
NIC 01-03, 05-09, 10-33, 41-43) and a sector variable assigning each firm to one of 18 mutually
exclusive industry groups for the heterogeneity analysis. Of the 672 firms in the full sample, 474 are
classified as manufacturing and 198 as service sector. Service sector firms are retained in full-sample
regressions as an implicit falsification benchmark; the real activity channel predicts a stronger
temperature effect for manufacturing firms than for firms in climate-controlled or indoor service

environments.

4.3 Daily Stock Prices

Daily adjusted closing stock prices are obtained from CMIE Prowess (priority) and Yahoo Finance
(fallback). The Prowess panel yields usable price series for 568 firms; Yahoo Finance supplies data
for an additional 370 firms via BSE (.BO) and NSE (.NS) tickers, yielding 938 firms before quality

filtering. A firm is retained if missing trading days over its effective sample period do not exceed 50
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percent; this retains 672 firms across 161 districts. Figure 2 maps the geographic distribution of all
672 firms, with bubble size proportional to the number of listed firms per district. Districts with more
than five listed firms are retained to ensure sufficient within-district variation for cluster-robust
standard errors; this reduces the sample to 454 firms across 39 districts. One firm has no valid return
observations in the estimation sample and is excluded automatically by the estimator across all
regression samples, yielding an effective regression sample of 453 firms across 39 districts and
453,734 firm-day observations. Daily log returns are computed as the difference in log adjusted
closing prices between consecutive trading days. Observations following a gap of more than five

consecutive non-trading days are dropped to avoid treating multi-day price changes as daily returns.

Figure 2: Establishment Locations — Full Universe of Sample Firms.

Establishment Locations — Full Universe of Sample Firms

o €
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Notes: Bubble locations correspond to registered plant districts; bubble size is proportional to the number of listed firms in the district.
Full pre-restriction universe: 672 firms across 158 districts. The main regression sample (n > 5 district filter) retains 454 firms across
39 districts. ERAS temperature is matched to the firm’s registered plant district, not the exchange city. Geographic concentration in
Gujarat, Maharashtra, and South India motivates the state-group heterogeneity analysis in Section 6.6.

14



4.4 Panel Construction and Summary Statistics

The final dataset is an unbalanced firm-day panel. Each firm is matched to its registered plant district,
merged with ERAS5-derived district-day temperature and rainfall data, and linked to daily stock returns
on firm identifier and date. Table 1 presents summary statistics. The mean daily log return is close to
zero (—0.0002 in raw units), as expected once the NIFTY 100 market return absorbs the aggregate
time trend. The mean district daily temperature is 26.5°C (SD = 4.48°C), with hot shock days
(hot 90 fixed = 1) accounting for roughly 17 percent of firm-day observations. Precipitation is right

skewed, with a mean of 3.4 mm per day.

Table 1: Summary Statistics

Panel A: Full Sample

Variable Mean SD p25 Median p75 N
Daily log return —0.0002 0.0382 —0.0187 0.0000 0.0164 455,075
District temp (°C) 26.50 4.48 24.13 26.85 29.34 456,756
Rainfall (mm/day) 3.42 10.20 0.00 0.03 2.15 456,756
NIFTY 100 return 0.0004 0.0086 —0.0043 0.0006 0.0054 455,088
Hot 85-90th pct 0.074 0.263 0 0 0 456,756
Hot 90-95th pct 0.091 0.288 0 0 0 456,756
Hot >95th pct 0.098 0.297 0 0 0 456,756
Heatwave (3-day) 0.151 0.358 0 0 0 456,756
Panel B: Manufacturing (N = 319,178 obs) Panel C: Services (N = 137,578 obs)
Variable Mfg Mfg SD Mfg Med. Sve Mean Sve SD Sve Med.
Mean
Daily log return —0.0001 0.0385 0.0000 —0.0004 0.0373 0.0000
District temp (°C) 26.58 4.48 26.90 26.31 4.47 26.71
Hot >95th pct 0.097 0.296 0 0.099 0.299 0

Notes: Firm-day observations, n>5 sample (454 firms, 39 districts, January 2015-December 2019). District temperature matched to firm
registered plant district location. Threshold dummies constructed from district-month 1991-2014 baseline. Heatwave = 3+ consecutive
days above district 90th percentile. Mean temperature is near-identical across manufacturing (26.58°C) and services (26.31°C), and
extreme-heat frequency is virtually the same (9.7% vs 9.9%), confirming that heterogeneity in estimated effects reflects economic
sensitivity rather than differences in exposure. Regression samples are slightly smaller than summary statistics due to missing return
observations on non-trading days (Panel A: 453,734 observations in main regressions).

Panels B and C confirm that temperature exposure is nearly identical for manufacturing and services

firms, so that differences in estimated effects reflect economic sensitivity to heat rather than
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differences in exposure. Geographic distribution of the sample and district-level temperature exposure

are shown in the figures above (Sections 4.1 and 4.3); additional maps are in Appendix C.

5. Empirical Strategy

5.1 Baseline Specification

The baseline estimating equation is:

Fidt = 0 T Am@ + f - Tempagy: + v - Rainag, + 0 - NIFTY: + €iar ... (4)
where riq, is the daily log return of firm i, located in its registered plant district d, on trading day t,
expressed in basis points (x10,000); Tempay, is the daily mean temperature (°C) in district d(i) on day
t, averaged across grid cells within district boundary; Raingg), is daily average rainfall (mm) in district
d(i) on day t; NIFTY¢ is the NIFTY 100 daily log return (x10,000); a; is a firm fixed effect absorbing
all time invariant characteristics; and Am«) is a month-year fixed effect that sweeps out aggregate
shocks common to all firms in a given calendar month; &4, is the error term. Standard errors are
clustered at the district level. The temperature coefficient B is interpreted as the change in daily stock

returns, in basis points, associated with a one-degree Celsius rise in daily mean district temperature.

5.2 Identification

Identification follows the within-country strategy of Dell et al. (2012, 2014) and Addoum et al. (2020).
Conditional on firm fixed effects and month-year fixed effects, the identifying variation in temperature
is the day-to-day, year-to-year deviation of a district’s temperature from its long-term monthly
average, driven by high-frequency meteorological fluctuations across the ERAS grid rather than by
secular climate trends or firms’ location decisions. As Pankratz et al. (2023) argue, year-to-year
differences in realised weather cannot be influenced by firms’ decisions or predicted with high
accuracy in the long run, enabling causal identification net of short-term adaptation. Three sample
sensitivity checks, n > 5, n > 2, and n > 0 districts, bracket the main estimate and test for district-

selection bias.

5.3 Threshold Specification

To test whether the temperature-return relationship operates linearly or is concentrated at extreme

threshold events, we replace continuous temperature with mutually exclusive binary dummies:
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Fidt = 0 T Ame) + f1r-Hot85 90 + B2-Hot90 95 + f3-HotAbove95 + y-Rainag),: + 0-NIFTY: + €idz ... (5)

Hot85 90 equals one if temperature falls between the 85th and 90th percentile of the 1991-2014
district-month baseline; Hot90 95 for the 90th—95th range; HotAbove95 above the 95th percentile.
Days below the 85th percentile serve as the reference category. We also estimate non-parametric

analogues using absolute temperature bins and temperature decile dummies (Appendix A.2 and A.3).

5.4 Seasonal Decomposition as a Channel Test

Our primary channel test splits the sample into the pre-monsoon hot season (March—June) and the
remaining months (July—February). High temperatures impair physiological functioning, reducing
labour productivity and disrupting physical production at the plant level; this real activity damage
accumulates precisely when temperatures exceed the thresholds at which heat stress sets in. Under the
real activity channel, the temperature coefficient should be substantially larger in the hot season, when
temperatures are high enough to impair labour productivity, than in the non-hot season. By contrast,
under the pure investor-sentiment channel, weather affects stock returns through the mood of traders
at the exchange city, overcast skies or uncomfortable temperatures at the exchange induce pessimism
and depress prices independently of any change in firm fundamentals. Under this channel, no such
seasonal asymmetry is predicted (Hirshleifer and Shumway, 2003; Goetzmann et al., 2015). Figure 3
confirms this a priori: the 21-day smoothed share of firm-days at extreme temperature is strongly
concentrated in March—June, establishing that the real activity channel should be most active in

precisely the months our decomposition isolates.

Another way of separating the two competing effects exploits cross-sectional heterogeneity in
production technology. Under the real activity channel, the temperature effect should be concentrated
among firms whose output depends on physical production conditions at the plant and largely absent
for firms operating in climate-controlled or indoor environments. Under the investor-sentiment
channel, by contrast, mood effects at the exchange city would affect manufacturing and service firms
equally, predicting no cross-sectoral difference. Services firms therefore serve as an auxiliary
falsification test: a significant divergence between manufacturing and services coefficients supports
the real activity channel, while similar coefficients across sectors would be more consistent with

sentiment.
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Figure 3: Seasonal Profile of Extreme Temperature Exposure.

Seasonal Profile of Extreme Temperature Exposure
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Notes: 21-day smoothed share of firm-days at extreme temperature by calendar day, 2015-2019. Solid line = days above the district
95th percentile (key threshold); dashed gray = days above the 90th percentile; dashed light grey= days below the 10th percentile. The
shaded band marks the pre-monsoon hot season (March—June). The data show that extreme heat exposure is strongly concentrated in
March—June before any regression is run, motivating the seasonal decomposition in Section 6.3 and establishing a priori that the real
activity channel should be most active in these months. The 21-day rolling average smooths day-of-week noise.

As a supplementary validation, we address the concern that plant-district temperatures might correlate
with temperatures at the Mumbai exchange, where most trading occurs. Appendix B.4 replaces plant-
district temperature with Mumbai exchange-city temperature for non-Mumbai firms; if investor mood
at the exchange drives our results, this substitution should produce similar coefficients regardless of
season. Appendix B.4 (Table B4) replaces plant district temperature with Mumbai exchange city
temperature for non-Mumbai firms and shows that the exchange city coefficient also concentrates
sharply in the hot season (—11.17 bps/°C in March—June; +1.27 bps/°C outside, statistically

insignificant), mirroring the plant district result in Table 3 and ruling out investor mood as the driver.

5.5 Robustness Strategy

We assess robustness along six dimensions: (i) excluding 2015, which recorded elevated heatwave
frequency following the 2014 El Nifio event; (ii) restricting to a balanced panel to rule out selection
bias from firm entry and exit; (iii) adding day-of-week dummies to control for Monday effects and
Friday when most of the weekly derivatives expires; (iv) winsorising log returns and temperature at
the 1st and 99th percentiles; (v) re-clustering at the state-level to account for within-state spatial
correlation in heatwaves; and (vi) clustering at the firm-level to account for within-firm serial

correlation. For placebo testing, we estimate equation (5) with one-period leads of the threshold
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dummies (F1_hot_above95, F1_hot 90 95). For placebo testing, we use one-period leads of the
threshold dummies to test whether future temperature predicts current returns; results are reported in
Appendix B.1 (Table B1). We also test the sustained-heatwave specification using heatwave 3d, the
indicator for three or more consecutive days above the district 90th percentile (IMD, 2023), to assess

whether markets price heat on the first day of an episode or accumulate a discount over time.

6. Results

6.1 Baseline Results

Table 2 presents the baseline continuous temperature specification across three nested samples. The
preferred specification in column (1), with firm and month-year fixed effects on the main regression
sample of 453 firms across 39 districts, yields a temperature coefficient of —0.828 basis points per
degree Celsius. Scaling this estimate across 250 annual trading days implies a 207 basis point reduction
in annual returns per degree of warming, approximately 2.1 percentage points, a magnitude that is

economically meaningful relative to typical annual return variation for Indian manufacturing firms.

Table 2: Temperature and Daily Stock Returns — Sample Sensitivity

a 2) 3)
n>5 [Main] n>2 [Robust] n>0 [Robust]

Temperature (°C) —0.828*** —0.774*** —0.743***

(0.226) (0.197) (0.174)
Rainfall (mm) —=0.002 0.068 0.075

(0.047) (0.098) (0.085)
NIFTY 100 (bps) 0.665%** 0.672%** 0.660***

(0.027) (0.027) (0.027)
Observations 453,734 551,539 678,006
Within R? 0.022 0.007 0.008
Firms 453 550 671
Districts 39 66 158
Firm FE v v v
Month-Year FE N4 N4 N4
District filter n>5 n>?2 n>0

Notes: Dependent variable is the daily log stock return multiplied by 10,000 (basis points). All columns include firm fixed effects and
month-year fixed effects. Standard errors (in parentheses) clustered at the district level. Rainfall is in millimetres per day. NIFTY 100
return is the daily log return x10,000. Sample period: January 2015 to December 2019. The district filter defines the minimum number
of listed firms required. Main result (col 1): —0.828 bps per °C. Annualised: 0.828 x 250 =~ 207 bps (= 2.1%) per year per °C. Standardised
beta: a 1 SD rise (4.48°C) reduces returns by —0.97% of a return SD. *** p < 0.01, ** p < 0.05, * p <0.10.

19



These magnitudes are comparable to estimates in the literature. A one standard deviation rise in
temperature (4.48°C) reduces daily returns by 0.97 percent of a return standard deviation, consistent
with the cross-country evidence in Balvers et al. (2017) and the firm-level estimates in Pankratz et al.
(2023) for non-US emerging markets. That our estimates align with this literature despite using a finer
spatial match, plant district rather than firm headquarters or country, suggests the identified effect

reflects genuine physical exposure rather than measurement noise.

The coefficient is stable across all three sample restrictions, ruling out district-selection bias. The
month-year fixed effects absorb common macroeconomic conditions and nationwide temperature

trends, so the identifying variation is local and high-frequency.

6.2 Seasonal Decomposition: The Primary Channel Test

Table 3 presents the estimation of equation (4) estimated separately for the pre-monsoon hot season
(March—June) and the non-hot season (July-February), for the full sample, manufacturing firms, and
services firms. During the hot season (columns 1 and 3), the coefficient is —2.281 basis points per
degree Celsius for the full sample and —2.709 for manufacturing alone, more than three times the full-
year baseline. Outside the hot season, both the full-sample and manufacturing coefficients are
statistically indistinguishable from zero (Table 3, columns 2 and 4). The results strongly support the
real activity channel, indicating that all of the annual average temperature effect is concentrated in the

four pre-monsoon months.

Figure 4 provides the month-by-month non-parametric version, plotting OLS coefficients from
separate monthly regressions. The monthly coefficient plot shows a clear inverted-V pattern in the hot
season: the effect is close to zero in January and February, turns sharply negative in March, reaches
its most negative value in April (~—13 basis points per degree Celsius in that month’s regression),
recovers partially in May, and returns toward zero in June. Non-hot months fluctuate around zero

without systematic pattern.

Services firms (columns 5 and 6) show significant negative coefficients in both seasons (—1.279 and
—1.015 bps respectively), without seasonal asymmetry. This pattern contrasts sharply with
manufacturing, where the effect is entirely concentrated in the hot season and near zero outside it. The

contrast between the two sectors is the key discriminating result for channel identification.

20



Table 3: Seasonal Decomposition of the Temperature-Return Effect

@ @ (&) () 3 ©
Full Hot Full Non-Hot Mfg Hot Mfg Non-Hot Sve Hot Sve Non-Hot

Temperature (°C) —2.281%** —0.393 —2.709%** -0.120 —1.279%** —1.015%*
(0.494) (0.275) (0.608) (0.393) (0.546) (0.400)
Rainfall (mm) 0.213 —-0.046 0.150 —0.053 0.358 -0.037
(0.156) (0.045) (0.182) (0.071) (0.278) (0.076)
NIFTY 100 (bps) 0.607*** 0.688*** 0.648%** 0.735%** 0.511*** 0.579%**
(0.027) (0.028) (0.034) (0.032) (0.036) (0.038)
Observations 149,986 303,748 104,454 212,193 45,532 91,555
Within R? 0.016 0.025 0.018 0.028 0.013 0.018
Firm FE v v v NG v v
Month-Year FE v v v v v v

Notes: Dependent variable is the daily log return (x10,000, basis points). Each column is a separate OLS regression. Hot season =
March—June; Non-Hot = July—February. Mfg = manufacturing (mfg_flag = 1). Svc = services (mfg_flag = 0). All columns include firm
fixed effects and month-year fixed effects. Standard errors (in parentheses) clustered at the district level. N > 5 sample. The concentration
of negative coefficients in the hot season for manufacturing (col 3: —2.709 bps/°C) versus near-zero in the non-hot season (col 4: —0.120
bps/°C) is consistent with the real activity channel and inconsistent with a pure investor-sentiment explanation. *** p < 0.01, ** p <
0.05, * p <0.10.

Figure 4: Temperature Effect on Stock Returns by Calendar Month

Temperature Effect on Stock Returns by Calendar Month
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Notes: Each point represents the OLS coefficient on daily mean district temperature from a separate monthly regression of daily log
stock returns (basis points) on temperature, rainfall, NIFTY 100 return, firm fixed effects, and year fixed effects. Standard errors
clustered at the district level. Vertical bars show 95% confidence intervals. Grey shaded area is the pre-monsoon hot season (March—
June). dashed = non-hot months; solid = hot season. The April coefficient (~—13 bps per °C) represents peak pre-monsoon heat stress.
Near-zero coefficients outside the hot season confirm that the return impact is not a year-round phenomenon. N > 5 sample, 453 firms,
39 districts, 2015-2019.
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Under the real activity channel, manufacturing firms suffer direct productivity losses during the hot
season when temperatures exceed physiological thresholds, producing the sharp seasonal asymmetry
observed. Services firms are not directly exposed to outdoor heat in the same way, yet they show a
significant full-year coefficient. This is consistent with indirect economic linkages rather than direct
heat exposure: trading firms depend on manufacturing throughput and their revenues fall when factory
output contracts; financial services firms carry credit exposure to heat-affected manufacturing
borrowers; logistics firms share outdoor heat exposure with construction and transport. These
transmission channels operate throughout the year rather than peaking in the pre-monsoon months,
which explains why services show a significant but seasonally uniform coefficient while
manufacturing shows strong seasonal concentration. The two patterns together support the real activity

channel and rule out a pure sentiment explanation.

6.3 Threshold Specification: Confirming Linearity

The baseline continuous temperature specification assumes the return effect of a one-degree rise is
constant across the temperature distribution, whether temperatures move from 25°C to 26°C or from
38°C to 39°C. This linearity assumption is testable. If the true relationship is threshold-driven, with
returns responding only once temperatures cross a specific climatological level, the data should show
discrete jumps at those thresholds. Table 4 tests this directly by replacing the continuous temperature
variable with mutually exclusive threshold dummies, allowing the data to reveal the shape of the

temperature-return relationship without imposing any functional form.

In the full sample (column 1), the coefficients on hot 85 90, hot 90 95, and hot above95 are all
small and statistically indistinguishable from zero. The manufacturing subsample (column 2) shows
the same pattern, all three hot threshold dummies are insignificant. The same holds in the hot-season
subsamples (columns 3 and 4), where even during March through June, no individual temperature
threshold produces a discrete jump in returns. This uniform insignificance validates the linearity
assumption: the return penalty accumulates gradually with each additional degree rather than
switching on at a climatological boundary, confirming that the continuous specification in Table 2

correctly characterises the relationship.

The cold shock dummy (cold below10) is positive and significant across three of four specifications

(13.265 to 17.504 bps). Cold days in India concentrate in the rabi agricultural harvest season (October—
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February) and coincide with peak consumer demand during Diwali, Dussehra, and the wedding
season®. For manufacturing firms, cold days also reduce cooling energy costs and improve outdoor
worker productivity. This favourable demand and supply-side conditions generate a positive return
effect for the Indian seasonal calendar, going beyond the generic cold-weather demand surges

documented by Addoum et al. (2023).

Table 4: Temperature Threshold Dummies and Daily Stock Returns

@ (&) 3 O]
YM FE Year+Month Week-Year Mfg Only
Hot 85th—90th pct 0.628 —0.070 3.342 0.005
(2.396) (2.510) (2.177) (3.015)
Hot 90th-95th pct —2.006 —1.588 0.426 —2.241
(2.467) (2.506) (2.617) (2.765)
Hot > 95th pct 0.005 0.377 3.455 1.495
(2.053) (2.035) (2.246) (2.761)
Cold < 10th pct 13.265%** 17.504 %+ 5.269 15.302%**
(3.258) (3.838) (3.687) (3.393)
NIFTY 100 (bps) 0.664%** 0.679%** 0.650%** 0.710%**
(0.027) (0.027) (0.027) (0.031)
Observations 453,734 453,734 453,734 316,647
Within R? 0.022 0.025 0.017 0.024
Firm FE v v v v
Sample Full Full Full Mfg

Notes: Dependent variable is the daily log return (x10,000, basis points). All columns include firm fixed effects. Standard errors (in
parentheses) clustered at the district level. N > 5 sample. Threshold dummies are mutually exclusive: hot 85 90 =1 if temperature falls
in the 85th—90th pct of the 1991-2014 district-month baseline; hot 90 95 = 90th—95th; hot _above95 = above 95th. cold below10 =
below 10th pct. Reference = days below the 85th pct. The uniform insignificance of hot dummies confirms linearity of the temperature-
return relationship. *** p < 0.01, ** p <0.05, * p <0.10.

6.4 Industry Heterogeneity

The baseline estimate of —0.828 basis points per degree Celsius is an average across all sectors in the
main regression sample. If the temperature-return relationship differs systematically across industries,
as the real activity channel predicts, since physical production sensitivity to heat varies by technology
and outdoor exposure, this aggregate coefficient conceals meaningful heterogeneity. Sectors with

temperature-sensitive production processes should show larger negative coefficients, while sectors

4 In India, weddings constitute a large expenditure, sometime it may be equivalent to income of multiple year.
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whose revenues are insulated from direct heat exposure should show smaller or even positive
coefficients. Figure 5 tests this by presenting temperature coefficients estimated from separate within-
sector regressions with firm fixed effects, month-year fixed effects, and district-clustered standard

errors, restricted to sectors with at least 30 firms to ensure adequate statistical power.

Figure 5: Temperature Effect on Daily Stock Returns by Sector
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Notes: Each point represents the OLS coefficient on daily mean district temperature from a sector-specific regression of daily log stock
returns (basis points) on temperature, rainfall, NIFTY 100 return, firm fixed effects, and month-year fixed effects. Standard errors
clustered at the firm level. Horizontal bars = 95% confidence intervals. Sorted by coefficient magnitude. Only sectors with 30+ firms in
the n> 5 sample shown. Full-sample baseline from Table 2, col (1): —0.83 bps/°C. Positive Textile coefficient reflects the cotton supply
channel. N > 5 sample, 453 firms, 39 districts, 2015-2019.

The heterogeneity is substantial and economically interpretable. Electronics shows the largest negative
coefficient (—2.56 basis points per degree Celsius), followed by Plastic Packaging (—1.76) and Trading
(—1.06). Both Electronics and Plastic Packaging involve production processes sensitive to ambient
temperature and humidity, and neither has historically adopted industrial climate control in the Indian

context (Somanathan et al., 2021). Pharma and Chemicals (—0.81) and Financial services (—1.01) show

moderate negative effects.
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Textiles is the only sector with a positive coefficient (+1.80 basis points), consistent with a supply-
channel interpretation. Cotton constitutes the dominant raw material for Indian textile firms,
accounting for approximately 60 percent of domestic fibre consumption (Gulati et al., 2025; CCI,
2025). When heat damages cotton yields, raw cotton prices rise, benefiting firms with existing cotton
inventory — generating a positive revenue effect that offsets direct productivity losses, analogous to

the Energy sector result in Addoum et al. (2023).

Metal and Steel shows a near-zero full-year coefficient (+0.30 basis points) in the continuous
specification, masking a non-linear response. The threshold specification in Table 4 reveals a sharp
negative effect at the 85th to 90th percentile boundary, consistent with heat disruption of blast furnace
operations and worker absenteeism at moderate temperature extremes. This illustrates why threshold

specifications complement the continuous baseline for sectors with discrete temperature sensitivities.

6.5 Geographic Heterogeneity

Table 5 presents the full-year continuous specification for the four state groups. South India shows the
largest coefficient of —3.214 basis points per degree Celsius, more than three times the full-sample
estimate of —0.828, reflecting the high physical production intensity of Tamil Nadu's textile cluster
and Andhra Pradesh's manufacturing base. Maharashtra shows a significant coefficient of —1.066.

Gujarat and North/Central India show smaller, statistically insignificant full-year coefficients of

—0.903 and —0.408 respectively.

A notable pattern emerges from comparing Gujarat and Maharashtra. The two states have nearly
identical observation counts (135,559 and 132,549) and similar numbers of firms (148 and 126), yet
their full-year temperature coefficients differ substantially, —0.903 for Gujarat versus —1.066 for
Mabharashtra, and only Maharashtra's is statistically significant. This divergence despite similar sample
sizes suggests a structural difference in industrial composition rather than a statistical power issue.
Gujarat's listed manufacturing base is more concentrated in chemicals, pharmaceuticals, and plastics,
sectors whose production processes are largely conducted indoors with climate control, than
Mabharashtra's auto-component, engineering, and metal fabrication clusters around Pune, Nashik, and

Aurangabad.’

5 Gujarat accounts for approximately 46 percent of India's chemical exports (Chemexcil, 2025) and hosts over 3,500
pharmaceutical manufacturing units. Maharashtra's manufacturing base is concentrated in auto-components and
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Table 5: Geographic Heterogeneity in Temperature Effects

(1) Gujarat (2) Maharashtra (3) South India (4) N/C India

Temperature (°C) —0.903 —1.066** —3.214%** —0.408

(0.559) (0.459) 0.977) (0.367)
Rainfall (mm) —-0.103 0.006 -0.116 0.106

(0.113) (0.093) (0.244) (0.096)
NIFTY 100 (bps) 0.610%** 0.720%** 0.696*** 0.648%**

(0.039) (0.042) (0.060) (0.048)
Observations 135,559 132,549 65,301 120,325
Firms 148 126 63 117
Firm FE v v v v
Month-Year FE v NG v v

Notes: Dependent variable is the daily log return (x10,000, basis points). Each column is a separate OLS regression on the indicated
geographic subsample. State groups: Gujarat (148 firms, 10 districts); Maharashtra (126 firms, 9 districts); South India = AP, Telangana,
Tamil Nadu, Karnataka, Kerala (63 firms, 7 districts); N/C India = remaining states (117 firms, 13 districts). All columns: firm FE +
month-year FE. Standard errors (in parentheses) clustered at the firm level. N > 5 sample, 2015-2019. *** p <0.01, ** p < 0.05, * p <
0.10.

Table 6 resolves this further by decomposing each state group into hot-season and non-hot-season
subsamples. The seasonal decomposition reveals that Gujarat's apparent full-year insignificance is not
evidence of insensitivity to heat, its hot-season coefficient is —2.794 basis points, significant at the 1
percent level and comparable in magnitude to Maharashtra's hot-season coefficient of —3.028. Both
states show near-zero and insignificant non-hot-season coefficients. The full-year averaging across
eight non-hot months dilutes Gujarat's hot-season effect to insignificance, which is precisely why the
seasonal decomposition is the more informative specification. All four state groups show large,
negative, and statistically significant hot-season coefficients ranging from —1.584 for North/Central
India to —7.310 for South India, with near-zero non-hot-season coefficients throughout, confirming
that the seasonal asymmetry documented in Table 3 is not an artifact of any particular region but holds
uniformly across India's geographically and industrially diverse manufacturing landscape.
Maharashtra's hot-season coefficient is the largest among the major industrial states in absolute terms

after South India, consistent with the concentration of outdoor-intensive engineering manufacturing

in its key industrial districts.

engineering around Pune, Nashik, and Aurangabad (ACMA, 2023). The sectoral composition of our sample is consistent
with this pattern: Pharma/Chem firms account for 87 of Gujarat's 148 sample firms, while Maharashtra and South India
samples have higher shares of Metal/Steel, Auto, and Machinery firms.
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Table 6: Temperature Effects by State Group and Season

Guj Hot Guj Non- Maha Hot Maha Non- South Hot South Non- N/C Hot N/C Non-

Hot Hot Hot Hot
Temp (°C) —2.794%** —0.300 —3.028*** —0.881 —7.310%*** —1.448 —1.584%%* 0.081
(0.972) (0.761) (0.940) (0.674) (2.113) (1.266) (0.725) (0.475)
Obs. 44,389 91,170 43,972 88,577 21,603 43,698 40,022 80,303
Firm FE v v v v v v v v
Month-Year FE N N v N N v N4 N4

Notes: Dependent variable is the daily log return (x10,000, basis points). Each column is a separate OLS regression for the indicated
state group and season. Hot = March—June; Non-Hot = July—February. Rainfall and NIFTY 100 controls included (not shown). All
columns: firm FE + month-year FE. Standard errors (in parentheses) clustered at the firm level. Hot-season coefficients are negative and
significant for all four state groups; non-hot coefficients near zero throughout. *** p <0.01, ** p <0.05, * p <0.10.

6.6 Robustness

The baseline temperature coefficient of —0.828 basis points per degree Celsius is estimated on the full
n>5 sample with district-clustered standard errors. Table 7 subjects this estimate to six robustness
checks that address potential concerns about sample composition, calendar effects, outliers, and the

clustering dimension.

Column (1) excludes 2015, the year with elevated heatwave frequency following the 2014 El Nifio
event, to verify that the baseline is not driven by an anomalous climate year. The coefficient falls
slightly to —0.623 but remains significant at the 1 percent level, and Figure B1 confirms the result is
negative in four of five sample years and significant in three, with the largest effect in 2018. Column
(2) restricts to a balanced panel of firms observed in all five years, eliminating concerns about selection
bias from firm entry and exit. The coefficient is —0.854, nearly identical to the baseline, indicating that

compositional change across years does not drive the result.

Column (3) adds day-of-week fixed effects to absorb Monday effects and Friday expiry patterns in
weekly derivatives markets. The coefficient is unchanged at —0.831, ruling out calendar-day
confounds. Column (4) winsorises log returns at the 1st and 99th percentiles to address the influence
of extreme return outliers. The coefficient slightly increases in absolute value to —0.892, confirming

that if anything the baseline estimate is conservative rather than inflated by outliers.

Columns (5) and (6) address alternative clustering dimensions. Column (5) clusters at the state level
to account for within-state spatial correlation in temperature shocks across districts. Column (6)
clusters at the firm level to account for within-firm serial correlation in daily returns. In both cases the

point estimate is identical to the baseline at —0.828, since only the standard errors change, not the
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coefficients, and significance is maintained at the 1 percent level. The standard error under state
clustering (0.213) is slightly smaller than the baseline district-clustered standard error (0.226), while
firm-level clustering (0.224) is nearly identical to the baseline, indicating that the baseline district

clustering is neither too conservative nor too liberal relative to these alternatives.

Across all six specifications the temperature coefficient ranges from —0.623 to —0.892 and is
statistically significant at the 1 percent level throughout, establishing that the baseline result is robust

to sample restrictions, calendar controls, return measurement, and alternative error structures.

Table 7: Robustness Checks

@ (2) 3) 0] 5) (6)
Excl. 2015 Balanced DOW Winsor State SE Firm SE
Panel Dummies Returns
Temperature (°C) —0.623*** —0.854%** —0.83*** —0.892%** —0.828%** —0.828***
(0.223) (0.239) (0.226) (0.210) (0.213) (0.224)
Rainfall (mm) —0.035 0.001 0.000 0.011 —0.002 —0.002
(0.054) (0.051) (0.048) (0.0406) (0.042) (0.057)
NIFTY 100 (bps) 0.652%** 0.694%** 0.665%*** 0.634%*%** 0.665%*** 0.665%***
(0.027) (0.027) (0.027) (0.026) (0.030) (0.023)
Observations 369,615 412,279 453,734 453,734 453,734 453,734
Within R? 0.020 0.024 0.022 0.026 0.022 0.022
Firm FE N4 N4 N4 N4 N4 N4
Month-Year FE NG v v v v v
Clustering District District District District State Firm

Notes: Dependent variable is the daily log return (x10,000, basis points); col (4) uses winsorised returns (1st/99th percentile). All specs:
firm FE + month-year FE, continuous temperature, n > 5. Baseline from Table 2 col (1): —0.828 bps/°C. Col (1): excludes 2015 (elevated
heatwave frequency). Col (2): balanced panel (firms observed all five years). Col (3): day-of-week dummies. Col (4): returns winsorised
at 1st/99th pct. Col (5): state-level clustering (accounts for within-state spatial correlation). Col (6): standard errors clustered at the firm
level (comp_id), accounting for within-firm serial correlation in returns. *** p <0.01, ** p <0.05, * p <0.10.

7. Conclusion

This paper estimates the cash-flow damage function g(Z) from physical climate risk for listed Indian
manufacturing firms. Using a plant-location-matched daily panel of 453 firms across 39 districts from
January 2015 to December 2019, we find that a one-degree Celsius rise in daily mean district
temperature reduces daily stock returns by 0.83 basis points, implying a 207-basis-point reduction in
annual returns per degree of permanent warming. In the language of the structural asset-pricing

framework of Giglio et al. (2021) and Balvers et al. (2017), this paper estimates the first object in the
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pricing pipeline: the value-normalised damage function g(Z)/V that determines how temperature
shocks enter firm cash flows. Whether the second object, the price of physical climate risk A, is positive

and statistically significant in the Indian equity market is a question we leave for future work.

Our most informative finding concerns the mechanism. The temperature coefficient during the pre-
monsoon hot season is 2.28 basis points per degree Celsius for the full sample and 2.71 for
manufacturing alone, more than three times the full-year average. Outside the hot season, the
manufacturing coefficient is statistically indistinguishable from zero. This sharp seasonal asymmetry
rules out investor sentiment as the primary channel and is consistent only with the real activity
mechanism operating through labour productivity loss and production disruption (Somanathan et al.,
2021; Graff Zivin and Neidell, 2014). Geographic and industry heterogeneity provide corroborating
evidence: all four state groups show large negative hot-season coefficients that collapse to near zero
in the non-hot months, Electronics and Plastic Packaging show the largest negative sector coefficients,
and Textiles show a positive coefficient attributable to the cotton supply channel. Six robustness

checks confirm the main result at the 1 percent significance level throughout.

The magnitude of the estimated damage function has direct portfolio implications. Under IPCC
projected warming of 1.5°C to 4°C by end of century, the annualised return drag of 2.1 percentage
points per degree Celsius implies a potential annual return penalty of 3 to 8 percentage points for heat-
exposed Indian manufacturing equity. Climate stress-tests should incorporate plant-location
temperature exposure matched to the pre-monsoon season rather than aggregate country-level climate
indices, and SEBI disclosure requirements should mandate plant-district-level heat exposure reporting

by listed manufacturing firms.

For policymakers, equity market data provide an independent triangulation of the ILO (2019) estimate
of 4.3 percent working-hour losses from heat stress: both approaches identify the same real activity
mechanism from different directions. The seasonal and sectoral concentration of the return impact,
entirely in the pre-monsoon months and largest for Electronics, Plastic Packaging, and outdoor-
intensive manufacturing, identifies precisely where cooling subsidies, mandatory heat action plans,
and updated building codes for industrial facilities would generate the largest reduction in g(Z). Future
work extending this design to Indonesia, Brazil, and Nigeria would establish whether plant-location

matching generalises as a climate risk measurement tool across heat-exposed developing economies.
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Two limitations motivate future work. First, the sample is restricted to listed firms with single
registered plant locations; if temperature effects are larger for smaller, less adaptive unlisted and
informal enterprises, as Pankratz et al. (2023) and Venugopal et al. (2025) suggest, our estimates are
a lower bound on the aggregate cash-flow damage from heat stress in Indian manufacturing. Second,
the identification captures the short-run cash-flow impact of unexpected temperature deviations; as
the climate warms and firms adapt through industrial cooling adoption and supply chain re-routing,
the slope of g(Z) may shift, and longer-run estimates incorporating the 2020s and beyond will be

needed to assess adaptation dynamics.

This paper estimates g(Z), the necessary precondition for any test of whether physical climate risk is
priced in equilibrium. The natural next step is estimating A, testing whether firms with larger g(Z)/V
earn systematically different expected returns in cross-sectional pricing tests, or whether temperature
shocks generate analyst forecast errors in the manner of Pankratz et al. (2023). Both tests are now
tractable because this paper provides the damage function estimates they require. Whether Indian
equity prices efficiently incorporate what is already a measurable and recurring physical hazard

remains the central open question for this line of research.
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Online Appendix

Do Financial Markets Price Physical Climate Risk? Evidence from Listed Indian Firms
Anant Singh and Satyendra Kumar Gupta — Delhi School of Economics

This appendix contains three sections. Appendix A provides additional results on functional form:
alternative fixed effect specifications (Table Al), absolute temperature bin estimates (Table A2),
temperature decile coefficients (Table A3), and the non-parametric binned scatter plot (Figure A2),
and the annual distribution of hot shock days (Figure A3). The decile coefficient plot (Figure Al)
shows the downward gradient that supports the linear specification. Appendix B presents extended
robustness checks: the placebo lead test (Table B1), the sustained heatwave comparison (Table B2),
the full winsorisation robustness table (Table B3), the exchange city temperature placebo (Table B4),
and the year-by-year coefficient plot (Figure B1).

Appendix A: Functional Form and Non-Parametric Evidence
A.1 Alternative Fixed Effect Specifications (Table A1)

Table Al: Alternative Fixed Effect Specifications

a () 3)
Date FE Quadratic District FE
Temperature (°C) —-0.015 —1.923* —0.814%**
(0.260) (0.965) (0.227)
Temperature? — 0.022 —
— (0.019) —
Rainfall (mm) -0.019 0.004 0.001
(0.070) (0.047) (0.047)
NIFTY 100 (bps) — 0.665%** 0.664%**
— (0.027) (0.027)
Observations 455,013 453,734 453,734
Within R? 0.000 0.022 0.022
Firm FE v v v
Time FE Date FE Month-Year FE Month-Year FE

Notes: Dependent variable is the daily log return (x10,000, basis points). N > 5 sample, 2015-2019. Standard errors (in parentheses)
clustered at the district level. Col (1): date FE absorb common daily shocks; near-zero coefficient confirms month-year FE as the
appropriate identification. Col (2): temperature-squared insignificant — linearity holds to 39.3°C. Col (3): district FE replace firm FE;
coefficient virtually unchanged. *** p < 0.01, ** p <0.05, * p <0.10.
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Table Al examines robustness to the choice of time fixed effects. Column (1) uses date fixed effects
rather than month-year fixed effects, absorbing all common variation across firms on each specific
day. The temperature coefficient is —0.015, near zero and insignificant, as expected, since date FE
remove most of the temperature signal itself, confirming that the main specification’s month-year FE
is the appropriate absorber. Column (2) adds a temperature-squared term: the quadratic is 0.022,
insignificant, confirming linearity to 39.3°C. Column (3) replaces firm FE with district FE and yields
—0.814, virtually identical to the baseline.

A.2 Absolute Temperature Bins (Table A2)

Table A2: Absolute Temperature Bins

6)) )
Full Sample Manufacturing
Temp bin <20°C 8.199%** 4.923
(2.569) (3.225)
Temp bin 20-25°C 1.287 -0.512
(2.004) (2.237)
Temp bin 30-35°C —2.494 -3.309
(1.934) (2.547)
Temp bin 35-38°C —4.353 —6.141
(4.555) (4.893)
Rainfall (mm) 0.021 0.003
(0.051) (0.073)
Observations 453,734 316,647
Within R? 0.022 0.024
Baseline bin 25-30°C 25-30°C
Firm FE v v
Month-Year FE v v

Notes: Dependent variable is the daily log return multiplied by 10,000 (basis points). Baseline bin = 25-30°C (omitted). Temperature
bins are mutually exclusive and collectively exhaustive over the observed range. The 38—40°C bin (~160 firm-day observations) is
excluded from estimation. All columns include firm fixed effects and month-year fixed effects. Standard errors (in parentheses) are
clustered at the district level. N > 5 sample. The monotonically negative gradient from cool to hot bins is consistent with the linear
continuous temperature specification in Table 2. *** p <0.01, ** p <0.05, * p <0.10.

The baseline bin is 25-30°C. The below-20°C bin shows +8.199 bps in the full sample, consistent
with the cold shock result in Table 4. The 35-38°C bin shows —4.353, negative but imprecise due to

sparse observations. The monotonically declining pattern from cold to hot bins is consistent with the
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linear continuous specification and confirms no discrete threshold effect at any specific temperature

level.

A.3 Temperature Decile Coefficients and Figures (Table A3, Figures A1 and A2)

Table A3: Temperature Decile Coefficients

@ ?
Full Sample Manufacturing
Decile 1 (coldest) 3.080 1.690
(3.573) (4.031)
Decile 2 —-1.021 —2.448
(3.776) (3.621)
Decile 3 0.269 -0.015
(3.977) (4.827)
Decile 4 —2.462 —2.261
(2.898) (3.086)
Decile 6 -1.013 0.419
(3.048) (3.774)
Decile 7 -3.904 -1.474
(2.394) (3.629)
Decile 8 —2.783 —0.464
(2.815) (3.644)
Decile 9 -3.765 -2.202
(2.806) (3.268)
Decile 10 (hottest) =7.112%* —7.681%*
(3.219) (4.180)
Observations 453,734 316,647
Within R? 0.022 0.024
Baseline Decile 5 Decile 5
Firm FE + Month-Year FE v v

Notes: Dependent variable is the daily log return multiplied by 10,000 (basis points). Temperature deciles are constructed using xtile on
the district daily mean temperature across all firm-day observations. Decile 5 is the omitted baseline (~24-26°C). Coefficients represent
the average return deviation from the Decile 5 baseline. All columns include firm fixed effects and month-year fixed effects. Standard
errors (in parentheses) are clustered at the district level. N > 5 sample, January 2015-2019. Joint F-test across all decile dummies: F =
1.15, consistent with a linear negative slope. The Decile 10 coefficient (—=7.11 full sample, —7.68 manufacturing) is statistically
significant at the 5 and 10 percent levels respectively and represents the largest point estimate in the table. *** p < 0.01, ** p <0.05, *
p <0.10.

Table A3 reports decile indicator coefficients with Decile 5 omitted as baseline (~24-26°C). A broad
downward gradient emerges: Decile 1 is associated with +3.08 bps while Decile 10 (the hottest) shows

—7.11. The joint F-test across all decile dummies yields F = 1.15, consistent with a linear negative
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slope. Figure A1 plots this pattern visually; Figure A2 presents a non-parametric binned scatter plot
of residual returns against temperature after absorbing firm and month-year FE using 20 equal-

frequency bins, confirming the negative slope without imposing any functional form.

Stock Return by Temperature Decile
Firm FE + Month-Year FE, SE clustered at district
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Figure Al: Stock Return by Temperature Decile

Notes: Each point represents the OLS coefficient on the indicated temperature decile dummy from a regression of daily log stock returns
(basis points) on decile indicators, rainfall, NIFTY 100 return, firm fixed effects, and month-year fixed effects. Decile 5 (~24-26°C) is
the omitted baseline, marked by the vertical dashed grey line. Vertical bars show 95 percent confidence intervals, with triangle bars for
the manufacturing subsample and circle bars for the full sample. Decile 10 (above ~36°C) is not plotted because the n > 5 restriction
leaves singleton observations at extreme temperatures that reghdfe drops; the tabular coefficient is reported in Table A3. The downward
gradient from Decile 6 to Decile 9 is clearly visible for both samples and is consistent with a linear negative temperature-return
relationship. Standard errors are clustered at the district level. N > 5 sample, 453 firms, 39 districts, 2015-2019.

37



Temperature and Stock Returns: Non-Parametric Evidence
Residuals after absorbing firm FE and month-year FE

Vlean residual daily return (basis points)

r T T T 1
15 20 25 30 35
District daily mean temperature (°C)

Figure A2: Temperature and Stock Returns — Non-Parametric Evidence

Notes: Each point represents the mean residual daily stock return (basis points) within one of 20 equal-frequency temperature bins.
Residuals are obtained by first regressing daily log returns on the NIFTY 100 return and daily rainfall, absorbing firm fixed effects and
month-year fixed effects via reghdfe. The 20 bins are constructed using xtile on the district daily mean temperature, yielding
approximately equal numbers of firm-day observations in each bin. The dark grey line is the OLS fit through the 20 bin means. No
functional form is imposed on the underlying data: the negative slope emerges purely from the non-parametric bin means after removing
firm specific and time-specific confounders. The outlier in the coldest bin (~15°C) reflects a small number of high-altitude district-days
concentrated in winter months, where returns co-move with seasonal demand patterns. The overall negative slope through the remaining
bins is consistent with and supports the linear regression estimates in Table 2. N > 5 sample, 453 firms, 39 districts, 2015-2019.
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Figure A3: Hot Shock Days by Year

Notes: Share of district-day observations classified as hot shock days based on the district-month 90th percentile threshold of the 1991—
2014 baseline temperature distribution. The figure is constructed from the full district-day temperature dataset of 1,157,684 observations
across 641 districts, 2015-2019, prior to merging with the firm panel. The overall average is 17.2 percent.
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Appendix B: Extended Robustness Checks
B.1 Placebo Test (Table B1)

Table B1: Placebo Test — Future Temperature Threshold Leads
™

Threshold Dummies

hot_above95 (contemporaneous) 5.872%
(3.004)
F1_hot above95 (lead 1 period) —6.542%*
(2.908)
hot 90 95 (contemporaneous) 0.413
(2.329)
F1 _hot 90 95 (lead 1 period) —4.064
(2.830)
hot 85 90 (contemporaneous) S5.112%
(2.857)
Rainfall (mm) 0.022
(0.080)
Observations 328,425
Within R? 0.024
Firm FE + Month-Year FE v

Notes: Dependent variable is the daily log return multiplied by 10,000 (basis points). F1 denotes the one-period lead (temperature
threshold status on the following trading day). All specifications include firm fixed effects and month-year fixed effects. Standard errors
(in parentheses) are clustered at the district level. Sample reduced to 328,425 observations from 453,734 because lead construction drops
firm-days preceding trading gaps or the sample end. The positive contemporaneous coefficient reflects sample selection in the reduced
subsample and is not comparable to Table 2. The negative F1_hot_above95 coefficient likely reflects serial correlation in extreme heat
days; the contemporaneous identification remains valid because temperature is outside firms'  control.
***p <0.01, ** p<0.05, *p<0.10.

Table B1 presents the placebo lead test using one-period leads of the threshold dummies. The
contemporaneous hot above95 coefficient is positive (+5.872), differing from the negative baseline
in Table 2; this reflects sample selection since the lead test drops firm-days preceding trading gaps,
leaving a non-representative subsample of 328,425 observations. The F1 hot above95 lead
coefficient is —6.542 and significant at the 5 percent level. Under strict exogeneity this should be zero;
the most likely explanation is temperature persistence, since extreme heat days cluster and the lead
captures the contemporaneous shock through serial correlation rather than true anticipation. Partial

anticipatory pricing is an alternative interpretation, in which case the contemporaneous estimate is a

lower bound on the total heat discount. The F1_hot 90 95 lead is —4.064 and insignificant, suggesting
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the pattern is confined to the most extreme threshold. The contemporaneous identification remains
valid because temperature realisations are outside firms' control. Continuous temperature leads are not
reported as trading gaps reduce the sample to approximately 226,000 observations in a non-random

way.

B.2 Sustained Heatwave vs Single-Day Temperature (Table B2)

Table B2 compares the continuous temperature specification with the heatwave 3d binary indicator.
The heatwave coefficient is —1.247 for the full sample and +0.314 for manufacturing, both statistically
indistinguishable from zero. This indicates that Indian equity markets price temperature shocks on the
first day of a heat episode rather than accumulating a discount over multi-day sequences, consistent

with same-day market efficiency.

Table B2: Sustained Heatwave vs Single-Day Temperature

@ 2 3)
Baseline Heatwave Full Heatwave Mfg
Temperature (°C) —0.828*** — —
(0.226) — —
Heatwave (3+ days) — —1.247 0.314
— (1.935) (2.645)
Rainfall (mm) —0.002 0.038 0.024
(0.047) (0.053) (0.076)
Observations 453,734 453,734 316,647
Within R? 0.022 0.022 0.024
Firm FE + Month-Year FE V4 N4 N4

Notes: Dependent variable is the daily log return (x10,000, basis points). Col (1) repeats Table 2 col (1). Cols (2)—(3) replace temperature
with heatwave 3d, a binary indicator equal to one if the district temperature exceeds the district-month 90th percentile for three or more
consecutive days (IMD, 2023). All columns: firm FE + month-year FE. Standard errors (in parentheses) clustered at the district level.
The insignificance of the heatwave indicator is consistent with same-day market pricing of temperature shocks. *** p < 0.01, ** p <
0.05, * p<0.10.

B.3 Full Winsorisation Robustness (Table B3)

Table B3 shows all four combinations of winsorised and unwinsorised returns and temperature. All
four combinations yield temperature coefficients between —0.828 and —0.917, all significant at the 1
percent level and within 11 percent of the baseline estimate. Extreme observations attenuate rather

than inflate the main result.
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Table B3: Winsorisation Robustness — All Combinations

) 2) 3) )
Baseline Winsor Temp  Winsor Returns Winsor Both
Temperature (°C) —0.828%** — —0.892%** —
(0.226) — (0.210) —
Temperature (winsorised) — —0.853*** — —0.917%**
— (0.231) — (0.216)
NIFTY 100 (bps) 0.665%** 0.665%** 0.634*** 0.634***
(0.027) (0.027) (0.026) (0.026)
Observations 453,734 453,734 453,734 453,734
Within R? 0.022 0.022 0.026 0.026
Firm FE + Month-Year FE N4 N4 N4 N4

Notes: Dependent variable is the daily log return (10,000, basis points); winsorised at 1st/99th percentile in cols (3)—(4). Temperature
winsorised at 1st/99th in cols (2) and (4). All columns: firm FE + month-year FE, district clustering, n > 5 sample. Coefficient stability
confirms that outliers do not drive the main result. *** p <0.01, ** p < 0.05, * p <0.10.

B.4 Exchange-City Temperature Placebo (Table B4)
Table B4: Exchange-City Temperature Placebo

(1) Plant (2) Mumbai (3) Both (4) Clean (5) Horse (6) Hot (7) Non-Hot
Race Season
Plant-district temp (°C) —0.828*** — —0.491** — —0.496** — —
(0.226) (0.231) (0.239)

Mumbai temp (°C) — —3.913%** —3.416%** —4.006%** —3.502%*%* —11.173%** 1.269

(0.788) (0.782) (0.805) (0.796) (1.153) (1.101)
Observations 453,734 453,734 453,734 443,544 443,544 146,606 296,938
Firm FE Ng v v v v v v
Month-Year FE NG v NG NG Ng v v

Notes: Dependent variable is the daily log return (x10,000, basis points). All columns include firm fixed effects and month-year fixed
effects. Standard errors clustered at the district level. n>5 sample. Mumbai temperature constructed by broadcasting the Mumbai district
ERAS5 temperature to all firms on each date. Corr(plant district temp, Mumbai temp) = 0.65 for non-Mumbai firms. Cols 4-5 exclude
Mumbai-district firms. Cols 6-7 split col 4 by hot season (March—June) vs non-hot season (July—February). The seasonal ratio of col 6
to col 7 exceeds eight, mirroring Table 3 and consistent with spatial correlation rather than investor sentiment. *** p <0.01, ** p <0.05,
*p<0.10.

Table B4 presents a supplementary channel test using exchange city temperature. We replace plant
district temperature with the daily mean temperature at Mumbai — the location of both BSE and NSE
— constructed by broadcasting the Mumbai district ERAS temperature across all firms on each trading
date. Under the investor mood channel, exchange city temperature should predict returns uniformly

throughout the year. Under the real activity channel, only plant district temperature should matter.
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Column 2 shows Mumbai temperature is significant across the full sample; however, Mumbiai is itself
a major manufacturing district in our sample, so columns 4 and 5 restrict to non-Mumbai firms. The
correlation between Mumbai and plant district temperature for non-Mumbeai firms is 0.65, confirming
that Mumbai temperature proxies for regional heat across the western coastal belt rather than serving

as a pure exchange city signal.

Columns 6 and 7 split the non-Mumbai sample by season. The Mumbai coefficient is —11.17 bps/°C
in the hot season and +1.27 bps/°C in the non-hot season, a seasonal ratio exceeding eight. This mirrors
exactly the plant district result in Table 3 and is inconsistent with a mood channel, which predicts no
seasonal asymmetry. The exchange city variable behaves like a real activity variable, consistent with

its spatial correlation with genuine plant district heat stress.

B.5 Year-by-Year Coefficient Plot (Figure B1)

Temperature Coefficient by Year
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Figure B1: Temperature Coefficient by Year. Each point: separate annual regression of daily log returns (bps) on temperature, rainfall,
NIFTY 100, with firm FE and month FE. SE clustered at district; vertical bars = 95% CI. Grey = 2015 (EI Niflo year). Dashed line =
full-sample baseline (—0.83 bps/°C). Annual coefficients: 2015 = —1.51, 2016 = —0.10, 2017 = +0.89, 2018 = —2.30, 2019 = —0.95.
Negative coefficients in four of five years confirm the result is not driven by any single year. n>5 sample, 453 firms, 39 districts, 2015—
2019.

Figure B1 plots the main temperature coefficient estimated separately for each of the five sample

years. Each annual regression includes firm fixed effects, month fixed effects, rainfall, and the NIFTY
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100 return; standard errors are clustered at the district level. The coefficient is negative in four of five
years and statistically significant in three. The positive point estimate in 2017 (+0.89 bps/°C) is
statistically insignificant with confidence intervals spanning zero. The largest effect is in 2018 (—2.30
bps/°C), coinciding with India’s second-hottest year on record, and occurring well outside the El Nifio-

elevated 2015 season. The year-by-year pattern rules out any single year driving the full-sample result.
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